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Abstract

We propose an efficient technique of dialogue management for an information navigation system based on a document knowledge
base. The system can use ASR N-best hypotheses and contextual information to perform robustly for fragmental speech input and erro-
neous output of automatic speech recognition (ASR). It also has several choices in generating responses or confirmations. We formulate
the optimization of these choices based on a Bayes risk criterion, which is defined based on a reward for correct information presentation
and a penalty for redundant turns. The parameters for the dialogue management we propose can be adaptively tuned by online learning.
We evaluated this strategy with our spoken dialogue system called ‘‘Dialogue Navigator for Kyoto City”, which generates responses
based on the document retrieval and also has question–answering capability. The effectiveness of the proposed framework was demon-
strated by the increased success rate of dialogue and the reduced number of turns for information access through an experiment with a
large number of utterances by real users.
� 2009 Elsevier B.V. All rights reserved.
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1. Introduction

Numerous spoken dialogue systems have been devel-
oped in the past years. Their typical task domains have
included airline information (ATIS & DARPA Communi-
cator) (Levin et al., 2000; Potamianos et al., 2000; Rudn-
icky et al., 2000; Seneff and Polifroni, 2000), train
information (ARISE and MASK) (Lamel et al., 1999;
Sturm et al., 1999; Lamel et al., 2002), weather information
(Zue et al., 2000), and bus location tasks (Komatani et al.,
2005; Raux et al., 2005). Although these systems can han-
dle simple database retrieval or transactions with con-
strained dialogue flows, there has been increasing demand
for spoken dialogue systems that can handle more complex
tasks. Meanwhile, increasingly more electronic text
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resources have recently been accumulated, attracting atten-
tion as the wisdom of crowds, which potentially can pro-
vide almost any desired kind of knowledge. In addition,
since most documents are indexed (e.g., via Web search
engines), we can potentially access these. The recent pro-
gress in natural language processing techniques has also
enabled us to manage complex search queries. In such sit-
uations, the demand for document retrieval by using
speech input has been increasing. In fact, in recent years,
the target of spoken dialogue systems has been extended
to the retrieval of documents (Chen et al., 2005; Reithinger
and Sonntag, 2005; Pan and Lee, 2007), including manuals
(Misu and Kawahara, 2006b) and Web pages (Brøndsted
et al., 2006). We have also developed an information nav-
igation system based on document retrieval and presenta-
tion called the ‘‘Dialogue Navigator for Kyoto City”
(Misu and Kawahara, 2007).

There are quite a few choices in spoken dialogue systems
for handling user utterances and generating responses that
involve parameter tuning. Since a subtle change in these
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choices may affect the behavior of the entire system, they
are usually manually tuned by experts. In addition, every
time the system is updated, such as when knowledge bases
are added or changes are made to the ASR modules, the
parameters must be re-tuned. Due to the high cost of such
tuning, there have been many studies that have addressed
the automatic optimization of dialogue management
(Roy et al., 2000; Singh et al., 2002; Young et al., 2007),
and most of these have dealt with database retrieval tasks.
The dialogue process in these studies has been designed
using the formulation of Markov decision processes
(MDPs) and trained by reinforcement learning (RL)
(Roy et al., 2000; Levin et al., 2000; Singh et al., 2002).
The dialogue process in these frameworks needs to be
mapped into a finite number of states. Since a list of data-
base slots and a definite set of keywords are prepared a pri-
ori and manually in relational database (RDB) query tasks,
the dialogue process is easily managed based on these. Such
mapping is straightforward. For example, in a train infor-
mation task, the combination of statuses of database slots,
(such as ‘‘blank”, ‘‘filled” and ‘‘confirmed”) can be used as
one dialogue state.

However, they cannot be directly applied to document
retrieval tasks with a speech interface, where there is no
relational structure in the document and every word is
used in matching. Generally, a speech-based document
retrieval system consists of an ASR module and an infor-
mation retrieval (IR) module. We can make use of the N-
best hypotheses to accomplish robust retrieval against
errors in ASR. As input utterances are often vague or
fragmented in speech interfaces, it is important to concat-
enate contextual information to provide meaningful retrie-
val. Such decisions tend to be optimized module by
module, but they should be optimized in an integrated
way. For example, we could provide more appropriate
retrieval by rescoring the N-best ASR hypotheses by using
the IR scores (Akiba and Abe, 2005). And when the target
document is identified, the system has several choices for
generating responses. Confirmation is needed to eliminate
any misunderstandings caused by ASR errors, but users
easily become irritated with too many redundant confir-
mations. Although there have been several studies dealing
with dialogue management in call routing systems (Levin
and Pieraccini, 2006; Horvitz and Paek, 2006), these meth-
ods cannot be applied to complex decision making pro-
cesses in information guidance tasks. For example, our
navigation system classifies user utterances into two types
of information queries and factoid wh-questions, and gen-
erates appropriate responses to respective inputs. Unlike
conventional question–answering (QA) tasks, in which
all user inputs are assumed to be wh-questions, such as
the TREC QA Track (NIST, DARPA, 2003), it is often
difficult to tell whether an utterance is an information
query or a wh-question. In addition, there is not necessar-
ily an exact answer to a wh-question in a document set.
Therefore, it is not always optimal to respond to a wh-
question with only its answer.
Therefore, we address the issue of extending conven-
tional methods of optimizing dialogue management so that
they can be applied to general document retrieval tasks. In
particular, we propose dialogue management that opti-
mizes the choices in response generation by minimizing
Bayes risk. The Bayes risk is defined based on a reward
for correct information presentation and a penalty for
redundant turns as well as a score for document retrieval
and answer extraction. This framework can also be trained
online. An optimal strategy is thus acquired from a limited
number of samples.

The paper is organized as follows: Section 2 gives an
overview of the system and task domain. We also describe
a field test for the trial system and explain why optimiza-
tion is needed. Section 3 addresses the issues with optimi-
zation. Then, we describe our proposed approach of
Bayes risk-based dialogue management. Section 4 reports
evaluations of the new approach by determining the
parameters by cross validation. Section 5 describes the
online learning method of the framework. Section 6 con-
cludes the paper.
2. Document retrieval system with speech interface

2.1. System overview

We first describe the speech-based document retrieval
task. For this information navigation task, the user pro-
duces a spoken query and the system provides a response
retrieved from a set of documents. When generating
responses, the user utterances are classified into two cate-
gories. The first consists of information queries, such as
‘‘Please tell me about the Golden Pavilion”. For such infor-
mation queries, the system retrieves the appropriate docu-
ment from the knowledge base (KB) and presents it to the
user. The second category consists of wh-questions, such as
‘‘When was it built?”. The system extracts the sentence
from the KB that includes the answer to the wh-question
and presents it to the user. This six-step procedure is sum-
marized below and is also outlined in Fig. 1. The system:



Fig. 2. Example of Wikipedia document (translation of Japanese).

Table 1
Specifications of sightseeing guidance knowledge base (KB).

No. of
documents

No. of
sections

No. of
words

Wikipedia 269 678 150 K
Tourist information 541 541 70 K

Total 810 1219 220 K

Fig. 3. Example dialogue with Dialogue Navigator for Kyoto City
(translation of Japanese).
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1. Recognizes the user utterance.
2. Classifies it as an information query or a wh-question.
3. Concatenates contextual information (on previous

user utterances).
4. Makes a retrieval from the KB.

5a. Extracts one sentence that includes the answer to the
wh-question from the search result if the utterance is
a wh-question.

5b. Summarizes the document with the maximum match-
ing score if the utterance is an information query, and

6. Outputs the response through synthesized speech.

When the utterance is recognized/identified as an infor-
mation query, the system presents (or confirms to present)
a document. Even though it is possible to present the whole
document, it is preferable to suppress the amount of infor-
mation in the speech output. The system makes a summary
by extracting important sentences, taking into consider-
ation the positions of sentences and the co-occurrences
count of nouns. However, summarizing the retrieved docu-
ment may cause important parts of the information to be
lost that the user wanted to know about or may have been
interested in. Therefore, we incorporate a factoid QA tech-
nique to follow up the initial query, enabling random
access to any part of the document using named entities
(NEs) as a clue to access. Identification of wh-question
types is done by detecting cue phrases in individual utter-
ances and is backed off to the information query mode if
unreliable.
2.2. Knowledge base (KB)

We adopted a sightseeing guide for Kyoto city as the
target domain. We use two document sets as the KBs for
this domain. The first set consisted of Wikipedia docu-
ments concerning Kyoto. We selected the entries that con-
tained the word ‘‘Kyoto”. Many of these documents
concern sightseeing spots, such as Kinkaku-ji temple, Kiy-
omizu-dera temple, or Nijo-jo castle. As shown in Fig. 2,
these documents have a structure of section units. The sec-
ond document set is the official information database on
Kyoto city, containing brief explanations of the spots,
together with access information, business hours, and
entrance fees. Table 1 lists the sizes of these KBs.

We developed a guidance system based on document
retrieval from the KBs called the ‘‘Dialogue Navigator
for Kyoto City”. There is an example dialogue with the sys-
tem in Fig. 3.

2.3. Backend retrieval system

We adopted a standard vector space model to calculate
the matching score between a user utterance (= ASR
result) and the document in the KB. That is, the vector
of the document d ¼ ðx1; x2; . . . ; xnÞT was created by using
the occurrence counts of nouns in the document by the sec-
tion unit. The vector for the user utterance
W ¼ ðw1;w2; . . . ;wnÞT is also created from the ASR result.
Here, xi and wi are occurrence counts for noun i. The
matching score MatchðW ; dÞ is calculated as the product
of these two vectors. The ASR confidence measure
CMðwiÞ (Lee et al., 2004) is also used as a weight for the
occurrence count.

MatchðW ; dÞ ¼
Xn

i

xi � wi � CMðwiÞ: ð1Þ
2.4. Backend question–answering system

A QA system typically consists of a question classifier
module that determines the type of question and an answer
extraction module that generates answer candidates from
the KB and selects the most appropriate candidates using
some scoring function (Ravichandran and Hovy, 2002;
NIST, DARPA, 2003).
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Our system is able to handle six types of wh-questions:
‘‘person name”, ‘‘place”, ‘‘date”, ‘‘length/height”, ‘‘price”

and ‘‘access information”. Heuristic rules that consist of
114 Japanese cue phrases were hand-crafted in this work
to classify the types of the user utterances. For instance,
the input is determined to be a question of the person name
type when the cue phrase ‘‘Daredesuka (who)” is included
in the ASR result, and is determined to be a question of
the price type when ‘‘Ikuradesuka (how much)” is included.
Each rule maps the input to the corresponding type.2 Six
types of NEs that correspond to the target question types
were labeled a priori. We used the Japanese NE tagger
CaboCha (Kudo, 2003) to detect ‘‘person name”, ‘‘place”,
‘‘date”, ‘‘length/height” and ‘‘price”. ‘‘Access information”
was manually labeled for the Tourist information KB.

We implemented an answer extraction module that con-
sists of commonly-used procedures. The system extracts
NEs or answer candidates NEi that correspond to the
wh-question type from the retrieved documents. It then
computes the score of QA QA SCORE for each answer can-
didate NEi using the following three features. Here, Senti

denotes the sentence containing NEi and Bunsetsui denotes
a set of bunsetsus3 that have a dependency relationship with
the bunsetsu containing NEi.

� CMðCP iÞ: The ASR CM of the cue phrase CP i (such as
‘‘who” or ‘‘where”) used to classify the question type,
which corresponds to the type of NEi.
� MSi: The number of times nouns in the input wh-ques-

tion appear in Senti.
� MDCi: The number of times nouns in the input wh-ques-

tion appear in Bunsetsui.

Then, the score of QA QA SCORE for NEi is calculated
as

QA SCORENEi ¼ CMðCP iÞ �MSi �MDCi: ð2Þ

In the baseline system for the preliminary analysis, the
sentence containing the NEi with the highest score (prod-
uct of Match of the document containing NEi and
QA SCORENEi ) is used for an answer.
2.5. Use of N-best hypotheses of ASR and contextual

information for generating responses in trial system

Errors are inevitable in large vocabulary continuous
speech recognition. The retrieval result would be severely
damaged if some important information was not correctly
recognized. Even if the first-best hypothesis includes an
2 This method is expected to realize high precision for our task, but high
recall is not expected. We thus back off inputs to the information query
mode in case they are not classified as questions.

3 Bunsetsu is defined as a basic unit of Japanese grammar and it consists
of a content word (or a sequence of nouns) followed by function words.
We conducted the dependency structure analysis on all sentences in the
knowledge base.
error, the correct recognition result may be included in
the N-best hypotheses. We thus use the N-best hypotheses
of the ASR result to create a search query and extract an
answer.

Users of interactive retrieval systems tend to make
utterances that include anaphoric expressions.4 In these
cases, it is impossible to extract the correct answer by
only using the current utterance. Since the deterministic
anaphora resolution (Matsuda and Fukumoto, 2006) is
complex and prone to errors, stochastic matching is used
in information retrieval, and we adopt a strategy that
concatenates contextual information or nouns in the
user’s previous utterances to generate a search query
(Murata et al., 2006). The simplest way is to use all
the utterances made by the current user. However, this
might also add inappropriate contexts because the topic
might have changed during the session. Boni and Man-
andhar (2005) proposed an algorithm for detecting topics
based on similarity of question sequences in a question–
answering task with typed text input. We track the topic
using metadata from the KB or the title of the docu-
ment. The topic is tracked using current documents that
have been focused on, which usually correspond to sight-
seeing spots or Wikipedia entries. For example, as long
as the user is apparently talking about the Golden Pavi-
lion, the topic is fixed to the ‘‘Golden Pavilion”. Thus,
the occurrence counts of nouns within the context
(weighted by their ASR CM) are incorporated when gen-
erating a search query W i.
2.6. Evaluation of trial system through field test

We carried out a field test at Kyoto University museum.
Users ranged in a wide variety of ages from children to
seniors and apparently had little experience with using spo-
ken dialogue systems. During an exhibition that lasted
three months, 2564 dialogue sessions were collected. A tri-
gram language model for the ASR system was trained
using the KB, a dialogue corpus from a different domain,
and Web texts (Misu and Kawahara, 2006a). The average
word accuracy for the information queries and the wh-
questions was 72.0%.

We constructed a test set using 1416 in-domain utter-
ances that include 1,084 information queries as well as
332 wh-questions collected over a particular period of time
(the first one third of the period). The average length (num-
ber of words) of the utterances was 4.8. These utterances
were manually transcribed and labeled with the correct
answers (=documents for information queries or answer
NEs for wh-questions). As a preliminary investigation into
the optimization described in the following sections, we
evaluated the QA accuracy of the trial system using 332
wh-questions The system was set to present the NE with
4 Demonstratives (e.g. ‘‘it”) are typically omitted in Japanese. And, the
utterance U2 in Fig. 3 usually becomes ‘‘When was build”.



Table 2
Effect of using N-best hypotheses on QA success rate.

Use of N-best hypotheses Success rate (%) (when answer
exists, does not exist)

Merge 3-best hypotheses (trial system) 60.5 (63.1,46.0)
1-Best only (baseline) 58.1 (61.0,42.0)
Optimal hypothesis (oracle) 65.1 (69.0,41.7)

Table 3
Effect of using dialogue context on QA success rate.

Use of context Success rate (%) (when answer exists,
does not exist)

Current topic (trial system) 60.5 (63.1,46.0)
No context 41.0 (35.1,74.0)
Previous one utterance 57.2 (57.8,54.0)
Previous five utterances 53.9 (56.4,40.0)
All utterances 50.6 (51.8,44.0)
Optimal (oracle) 67.8 (67.3,70.8)
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the highest score (product of Match and QA SCORE). We
regarded QA as successful when the system made an appro-
priate response to the wh-question. That is, if there was an
answer to the wh-question in the KB, we regarded QA as
successful when the system presented the answer. However,
if there were no answers in the KB, we regarded QA as suc-
cessful when the system informed the user about this. The
QA success rate was 60.5% (63.1% for where there were cor-
rect answers in the KB, and 46.0% for when there were not).

Next, we evaluated the effect of using N-best hypotheses
of the ASR result. We used the 3-best hypotheses of the
ASR in our system. We compared our system with the case
where only the first hypothesis was used (baseline). We also
investigated the case where an optimal ASR hypothesis was
manually selected to get the best success rate (oracle).
Table 2 lists these results. Using 3-best hypotheses is effec-
tive for improving success rate than using only the first
hypothesis. However, we found that there is room for fur-
ther improvement if we can select an optimal hypothesis.

We then evaluated the effect of the context length
(=number of previous utterances) used for the retrieval.
The results are listed in Table 3. The ‘‘current topic”

method was adopted in the trial system. Without any con-
text, the success rate was significantly degraded. However,
using all the previous utterances had an adverse effect. We
found that incorporating contextual information by track-
ing the topic effectively improved accuracy. We also found
that we could achieve a much higher success rate when an
optimal context length, which was set a posteriori utterance
by utterance, was used.
5 This is especially the case when the users’ objective is not necessarily
clear, and they do not always have a definite goal as in the sightseeing
guidance tasks.
3. Optimization of dialogue management in document

retrieval system

The analysis of QA accuracy in the previous section
revealed that we could potentially achieve a higher success
rate by coordinating choices of N-best hypotheses of ASR
and contextual information in generating search queries.
However, the highest accuracy could not be achieved by
uniformly generating a search query or a response, and
the optimal choice varied with the utterance. Thus, we pro-
pose efficient dialogue management based on Bayes risk to
make the optimal choice.

3.1. Choices in generating responses

We address optimization of the following issues. These
issues are not specific to our system, but are common to
most spoken dialogue systems.

(1) Use of N-best hypotheses of ASRThere have been
many studies that have used the N-best hypotheses
(or word graph) of ASR for robust interpretation of
user utterances in relational database query tasks
(Raymond et al., 2003; Nishimura et al., 2005). We
improved retrieval in our trial system by using all
the nouns in the 3-best hypotheses, instead of using
only these from the top hypothesis. However, the
analysis also revealed that failures in QA were caused
by extraneous nouns included in erroneous hypothe-
ses, and a higher success rate could be achieved by
selecting an optimal hypothesis.

(2) Incorporation of contextual informationThe incorpo-
ration of contextual information is also an important
issue to generate meaningful search queries for retrie-
val. We dealt with this problem in the trial system by
concatenating the contextual information or nouns
from the user’s previous utterances to generate a
search query. However, we found that we could
achieve a higher success rate by setting an optimal
context length. Therefore, assessing whether or not
to use the contextual information should be deter-
mined utterance by utterance.

(3) Choices in generating responses or confirmationsAn
indispensable part of the process of avoiding inappro-
priate documents from being presented is confirma-
tion, especially when the score for retrieval is low.
This decision is also affected by (1) and (2). It may
also be ‘‘safer” to present the entire document than
to present a specific answer to the user’s wh-ques-
tion,5 when the score for answer extraction is low.

These kinds of choices in conventional studies were
made based on combinations of empirical knowledge, such
as the ASR performance and the task type. However,
hand-crafting heuristic rules is usually costly, and subtle
changes in choices can seriously affect the performance of
the whole system. Therefore, we propose a formulation
where the above choices are optimized based on a Bayes
risk criterion.
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3.2. Optimization of responses based on Bayes risk

Bayes risk LðdijWÞ is minimized in general pattern clas-
sification to determine the optimal class di for an input W .
In the Bayes classifier this is defined by

LðdijWÞ ¼ E
djjW
flðdijdjÞjWg ¼

Xn

j¼1

lðdijdjÞpðdjjWÞ; ð3Þ

where ðd1; d2; . . . ; dnÞ denotes the given classes and pðdjjWÞ
denotes the posterior probability for class dj of W . lðdijdjÞ
is the loss function and represents the loss of predicting
class di when the true class is dj.

In our document retrieval task, these classes
ðd1; d2; . . . ; dnÞ correspond to all documents. In practice,
we cannot compute pðdjjWÞ for all documents, so we
regard pðdjjWÞ ¼ 0 for those documents that are not
retrieved. We assume the loss function among classes is
the same, and we extend the framework to reward (negative
loss; lðdijdjÞ < 0) appropriate classifications6

lðdijdjÞ ¼
�Reward if i ¼ j

Penalty otherwise

�
ð4Þ

By substituting lðdijdjÞ of Eq. (3) with Eq. (4) and con-
sidering

Pn
j¼1pðdjjWÞ ¼ 1, we obtain the Bayes risk

LðdijWÞ to determine document di for input W :

LðdijWÞ ¼ �Reward � pðdijWÞ þ Penalty � ð1� pðdijWÞÞ:
ð5Þ

In the spoken dialogue system, there are several choices in
the manner of response or action to the user’s request. Thus,
we can define the Bayes risk for each response candidate
Resk. The Reward and Penalty values are determined
depending on the manner of response, and are defined by
the degree of benefit to the user based on the correct infor-
mation presentation and the loss caused by redundant time:

LðReskðdiÞjWÞ ¼ �RewardResi � pðdijWÞ þ PenaltyResk

� ð1� pðdijWÞÞ: ð6Þ

The optimal choice is made by selecting the response that
has the minimal amount of risk.

The relationship between the proposed method and con-
ventional cost/reward functions used in dialogue manage-
ment is as follows: The dialogue management proposed
by Niimi and Kobayashi (1996) can be thought of as a case
where the reward function is constant, and the penalty dif-
fers depending on the manner of confirmation, i.e., the
explicit or implicit confirmation. The dual cost method
(Dohsaka et al., 2003) takes into consideration the cost
of several methods of presentation as a penalty, but the
reward is constant.

When we regard the classes ðd1; d2; . . . ; dnÞ as dialogue
states and the posterior probability in Eq. (3) as a state
6 If we assume the simplest 0–1 loss function (Reward ¼ 0; Penalty ¼ 1),
we obtain a Maximum A Posteriori (MAP) decision.
transition probability, we can obtain a similar formula
using the expected cumulative reward (Q-value), which is
often used in dialogue optimization using (PO)MDPs (Lit-
man et al., 2000; Roy et al., 2000).
3.3. Generation of response candidates

The dialogue management we propose is accomplished
by comparing and then selecting from possible responses
hypothesized by varying the conditions for generating the
search queries for KB retrieval and the manner of response,
which are described in Section 3.1.

We define the Bayes risk for each response candidate,
and then select the candidate with the minimal risk. The
system flow for these processes can be summarized in five
steps.

(1) Make search queries W iði ¼ 1; . . . ;mÞ from a user
utterance by varying the conditions for generating
search queries.

(2) For each search query W i, retrieve and obtain a can-
didate document di from the KB and its posterior
probability pðdijW iÞ.

(3) For each document di, generate possible response
candidates Resk

i (Res1
i ;Res2

i ; . . . ;Resn
i 2 Resi)

(4) Calculate the Bayes risk for response candidates,
which are a combination of the manner of search
query generation m and response generation n.

(5) Select the optimal response candidate that has the
minimal Bayes risk.

Our document retrieval system can generate different
types of search queries by varying the manner in which
the N-best hypotheses of ASR are used (the 1st, 2nd,
and 3rd hypothesis, or all of them) and choosing whether
to use contextual information. Thus, 8 (=4 � 2) search
queries are generated for each user utterance. The possi-
ble response set Res includes presentation PresðdiÞ, con-
firmation Conf ðdiÞ, answering AnsðdiÞ, and rejection
RejðdiÞ. PresðdiÞ denotes a simple presentation of docu-
ment di, which is actually made by summarizing it.
Conf ðdiÞ is an explicit confirmation for presenting docu-

ment di.
7 AnsðdiÞ denotes the user’s specific wh-question

being answered, which is generated by extracting one
specific sentence that includes an answer to the wh-ques-
tion in the form of an NE from document di. RejðdiÞ
denotes a rejection: The system gives up making a
response from document di and request the user for a
rephrasal.

In practice, the risk of rejection was assumed to be equal
regardless of the document. In addition, of the documents
retrieved by search query W i in our formulation, the risk of
responses generated by the most likely document is always
7 We adopted an explicit confirmation such as ‘‘Do you want to know
the document’s title?”.
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smaller than that of less likely documents. Thus, the system
can focus on the best-matched document (denoted as di)
for each retrieval,8 and then select the optimal response
from at most 25 response candidates, which are the combi-
nation of 4 (N-best hypotheses) � 2 (uses of contextual
information) � 3 (choices in response generation) + 1
(rejection). This process is outlined in Fig. 4.

Documents are retrieved using the matching module
described in Section 2.3. The matching score
MatchðW i; d iÞ is then transformed into a confidence mea-
sure pðdiÞ using a sigmoid function. This is used as an
approximation of pðdijW iÞ

pðdiÞ ¼
1

1þ expf�a � ðMatchðW i; d iÞ � bÞg : ð7Þ

Here, a and b are constants, which are empirically set to
a ¼ 2:1 and b ¼ 3:0 so that the distribution for the most
likely retrieved documents range from 0.5 to 1.9

The confidence measure for answer extraction pQAðdiÞ is
similarly calculated by transforming the QA SCORE into a
confidence measure and used as an approximation of
pQAðdijW iÞ.
3.4. Definition of Bayes risk for manner of response

We define the Bayes risk-based on the reward for success,
the penalty for failure, and the probability of success, which
8 This is also the case in the named entity NEi with the highest
QA SCORE.

9 These values were not optimized to the evaluation set. In addition, a
subtle change in these parameters had insignificant effects on accuracy,
since the difference in likelihood due to these parameters would be
absorbed through the optimization of parameters to calculate the Bayes
risk.
is approximated by the confidence measure of the document
matching (Eq. (7)), for response candidates generated by
varying the conditions of the search query generation and
the manner of response. That is, a reward is given depending
on the manner of response (RwdRet or RwdQA) when the sys-
tem presents an appropriate response. On the other hand,
a penalty is given based on extraneous time, which is approx-
imated by the total number of sentences in all turns before
the appropriate information is obtained when the system
presents an incorrect response. For example, the penalty
for a confirmation is 2 {system’s confirmation+user’s
approval}, and that of a rejection is 1 {system’s rejection}.
When the system presents incorrect information, the penalty
for a failure FailurePenalty ðFPÞ is calculated, which consists
of an improper presentation, the user’s correction, and the
system’s request for rephrasal. Penalty for additional sen-
tences to complete a task (AddSent) is also given as extrane-
ous time before accessing the appropriate document when
the user rephrases in a information query/wh-question.
The value of AddSent is calculated as an expected number
of additional sentences before accessing the correct response
assuming the probability for success by rephrasal was p. The
AddSent for a retrieval is calculated as

AddSent ¼ FP þ p � 1þ ð1� pÞðFP þ p � 1þ ð1� pÞð� � �ÞÞ

6 lim
n!1

ðFP þ pÞ
X

n

ð1� pÞn þ kð1� pÞn
" #

ffi ðFP þ pÞ
p

: ð8Þ

Here, k is a constant with a value below FP þ 1. In the
experiment described in this paper, we use the success rate
in the field trial presented in Section 2.6, i.e., p ¼ 0:6.

The Bayes risk for the response candidates is formulated
as follows using the success rate of retrieval pðdijW iÞ, success
rate of answer extraction pQAðdijW iÞ, and the reward pair
ðRwdRet and RwdQA; RwdRet < RwdQAÞ for successful presen-
tations as well as the FP for inappropriate presentations.

� Presentation of document di (without confirmation)
RwdRet is given for success and (FP þ AddSent) is given as
a penalty for failure

RiskðPresðdiÞÞ ¼ �RwdRet � pðdijW iÞ
þ ðFP þ AddSentÞ � ð1� pðdijW iÞÞ ð9Þ

� Confirmation for presenting document di

Penalty for confirmation is deducted from the reward
even when the system succeeds in presenting the correct
document. But the loss of failure will be smaller than
that for PresðdiÞ, since FP is usually larger than 2

RiskðConf ðdiÞÞ ¼ ð�RwdRet þ 2Þ � pðdijW iÞ
þ ð2þ AddSentÞ � ð1� pðdijW iÞÞ: ð10Þ

� Answering user’s wh-question using document di

In this case, the success rate is given by the product of
pðdijWiÞ and pQAðdijW iÞ



Fig. 5. Example of Bayes risk calculation.

Table 4
Result by proposed method (success rate and number of sentences for
information queries and wh-questions).

Success rate (%) # Sentences for presentation

Retrieval 67.8 4.69
QA 58.4 4.78

Total 65.6 4.71
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RiskðAnsðdiÞÞ ¼ �RwdQA � pQAðdijW iÞ � pðdijW iÞ
þ ðFP þ AddSentÞ � ð1� pQAðdijW iÞ
� pðdijW iÞÞ: ð11Þ

� RejectionIn this case, the success rate is 0 and a constant
penalty (1þ AddSent) is given.

RiskðRejÞ ¼ 1þ AddSent: ð12Þ

Fig. 5 shows an example of calculating a Bayes risk
(where FP ¼ 6, RwdRet ¼ 5, RwdQA ¼ 40). In this example,
an appropriate document is retrieved by incorporating
the previous user utterance. However, since there is no
the answer to the user’s wh-question in the knowledge base,
the score for answer extraction is low. Therefore, the sys-
tem chooses confirmation before presenting the entire
document.

4. Evaluation by cross validation

The proposed method was evaluated by using the user
utterances collected in the field trial (Section 2.6). The
entire test set of 1416 utterances (1084 information queries
and 332 wh-questions) is used in this evaluation.

The evaluation measures were the success rate and the
average number of sentences for information access. We
regard a retrieval as successful if the system presented (or
confirmed to present) the appropriate response for the
utterance. The number of sentences for information access
was used as an approximation of extraneous time before
accessing the correct response. That is, this was 1 {user
utterance} if the system presents the requested document
without confirmation. If the system provided confirmation
before presentation, this was 3 {user utterance + system’s
confirmation + user’s approval}, and that for presenting
an incorrect document was 15 {user utterance + improper
presentation (3 = average # presented sentences) + user’s
correction + system’s apology + request for rephrasing +
additional sentences for task completion (AddSent ¼ 8)},
which were determined based on typical recovery patterns
observed in the field trial.

We determined the value of the parameters by a 2-fold
cross validation by splitting the test set into two (Set-1
and 2), that is, Set-1 was used as a development set to esti-
mate FP and Rwd for evaluating Set-2, and vice versa. The
parameters were tuned to minimize the total number of
sentences for information access in the development set.
The evaluation results are listed in Table 4.

We compared the proposed method with two conven-
tional methods. Note that Method 1 was the baseline
method and Method 2 was adopted in the original ‘‘Dia-
logue Navigator for Kyoto City” and used in the field trial.

Method 1 (baseline)
� Make a search query using the first hypothesis of

ASR.
� Incorporate the contextual information related to the

current topic.
� Confirm when the ASR confidence of the pre-defined

topic word is low.
� Answer the user utterance when it was determined to

be a wh-question.

Method 2 (original system)
� Make a search query using all nouns in the first to

third hypotheses of ASR.
� The other conditions are the same as in Method 1.
The comparison to these conventional methods is shown
in Table 5. The improvement over the baseline method 1 is
6.4% in the response success rate and 0.78 of a sentence in
the number of sentences for information access. This
improvement is statistically significant (p < :01). The
improvement over Method 2 is 0.21 of a sentence in the
number of sentences for information access. This improve-
ment is statistically significant (p < :05). The improvement
in the number of sentences could be much larger because
an improved success rate consequently leads to the reduc-
tion of AddSent (cf. Eq. (8)). AddSent was assumed to be a
constant and defined with p ¼ 0:6 in our experiment, but
if we recalculate AddSent using the actual success rate by



Table 5
Comparison of propsed method with conventional methods.

Success rate (%) # Sentences for presentation

Method 1 (baseline) 59.2 5.49
Method 2 (original) 63.4 4.98
Proposed method 65.6 4.71

Table 6
Breakdown of response candidates selected by proposed method.

w/o Context With context

Pres Conf Ans Pres Conf Ans

First hyp. 233 134 65 2 151 2
Second hyp. 140 43 28 2 2 6
Third hyp. 209 50 46 1 6 5
Merge all 75 11 3 18 0 91

Rejection 111

T. Misu, T. Kawahara / Speech Communication 52 (2010) 61–71 69
the proposed method (p ¼ 0:656), it would be reduced by
1.0.

There is a breakdown of the response candidates
selected with the proposed method in Table 6. Many of
the responses were generated using a single hypothesis
from the N-best list of ASR. The results confirm that the
correct hypothesis may not be the first candidate of ASR,
and the proposed method selects the appropriate hypothe-
sis by taking into consideration the likelihood of retrieval.
Most of the confirmations were generated using the first
hypothesis of ASR. The answers to wh-questions were
often generated from the search queries using contextual
information. This suggests that when users used anaphoric
expressions, the appropriate contextual information was
incorporated into the wh-question.
10 These values were calculated using the manually-labeled correct
responses.
5. Online learning of Bayes risk-based dialogue management

5.1. Optimization of parameter by online learning

The proposed method can be trained by updating the
parameters (FP , RwdRet, and RwdQA) to reduce the differ-
ences between the estimated risk for the responses gener-
ated by using the current parameters and the actual
reward/penalty ARP . For tractable inputs, the system will
learn to present documents or answers more efficiently by
increasing the reward parameters and/or decreasing the
FP . On the other hand, for intractable inputs, such as erro-
neous or out-of-system inputs, it will learn to make confir-
mations or gives up as quickly as possible (appropriate
action for such queries is ‘‘rejection”). Thus, training with
several dialogue sessions should lead to optimal decisions
being made considering the current success rate of retrieval.

The proposed method is also expected to adapt to
changes in the tendency in the data, by periodically con-
ducting parameter updates. This is one of the advantages
of using the proposed method, compared with the previous
works based on decision classifier training (Levin and Pie-
raccini, 2006; Horvitz and Paek, 2006).

The training procedure can be described in five steps

(1) (At each step t) Generate response candidates
PresðdiÞ, Conf ðdiÞ, AnsðdiÞ, and Rej from document
di that has largest likelihood pðdiÞ.

(2) Calculate actual reward/penalty ARP (ARP Pres,
ARP Conf , ARP Ans, and ARP Rej), which are calculated
by assigning 1 into pðdijW iÞ of Eqs. (9)–(12) for suc-
cess and 0 for failure, for the response candidates.10

(3) Find the optimal parameters (FP opt, Rwdopt
Ret, and

Rwdopt
QA) that minimize the mean square error E, given

as Xn o

E ¼

j

ðRiskðjÞ � ARP jÞ2

¼ ðRiskðPresðdiÞÞ � ARP PresÞ2

þ ðRiskðConf ðdiÞÞ � ARP Conf Þ2

þ ðRiskðAnsðdiÞÞ � ARP AnsÞ2 þ ðRiskðRejÞ

� ARP RejÞ2: ð13Þ

The optimal parameters FP opt, Rwdopt
Ret, and Rwdopt

QA are
given as the analytical solution to the following
simultaneous equations

@E
@FP ¼ 0;
@E

@RwdRet
¼ 0;

@E
@RwdQA

¼ 0:

8><
>: ð14Þ
(4) Update failure risk FP and the reward pair
(RwdRet;RwdQA) to reduce the mean square error (13)
FP tþ1 ¼ FP t þ hðFP opt � FP tÞ;
Rwdtþ1

Ret ¼ Rwdt
Ret þ hðRwdopt

Ret � Rwdt
RetÞ:

Rwdtþ1
QA ¼ Rwdt

QA þ hðRwdopt
QA � Rwdt

QAÞ:

8><
>: ð15Þ

Here, h is a step size, which is empirically set to 0.02.

(5) Return to step 1.t t þ 1
5.2. Evaluation of online learning

We incorporated and evaluated the online learning
method. We optimized the reward pair from the initial val-
ues, which were randomly set. We prepared 10 sets of fail-
ure risk FP init and initial reward pairs, where Rwdinit

Ret <
Rwdinit

QA, and optimized them using the proposed learning
method. In each trial, we evaluated the improvement by
using a 10-fold cross validation by splitting the test set into
ten (set-1, � � �, set-10), that is, one set was used as a test set
to evaluate accuracy, and the nine others were used as
training data.



Fig. 6. Online learning of dialogue strategy.
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Fig. 6 plots the relationship between the number of steps
t for learning and the number of expected sentences
obtained by the strategy at that time (average of 10 � 10
trials). The number of sentences for the task completion
converged after learning about 600 steps. The improvement
made by using the proposed method was about 0.3 in the
number of sentences for the task completion.

We also evaluated the improvement in terms of the suc-
cess rate of the task completion. The average success rate
using the initial parameters was 61.0%. After the learning
process, this improved to 63.8%. Even though this figure
is not as high as that for cross validation (65.6%), it con-
firmed that the online learning of parameters is feasible
using a large amount of data.
6. Conclusion

We proposed a dialogue framework to generate optimal
responses and a method of online learning for it. Specifi-
cally, the choices in search query generation and response
generation were optimized by minimizing the Bayes risk-
based on a reward for a correct information presentation
and a penalty for redundant time. Experimental evalua-
tions using real user utterances demonstrated that the pro-
posed method achieved a higher success rate for
information access with a reduced number of sentences.
We also confirmed that the parameters used for the dia-
logue strategy could be tuned through online learning.
The learning procedure converges in a reasonable number
of steps, hence no user simulator is required to obtain an
optimal strategy. Further work is needed to compare our
optimization technique with other methods such as those
using reinforcement learning.

Although we only implemented and evaluated a simple
explicit confirmation that asks the user if the retrieved doc-
ument is a correct one or not, the proposed method is
expected to incorporate more various responses in docu-
ment retrieval tasks, such as a clarification that request
the user to constrain their input and an implicit confirma-
tion. We can also incorporate the confirmation that takes
into consideration the impact of retrieval and the clarifica-
tion that we previously proposed (Misu and Kawahara,
2006b). Thus, we believe that the methodology proposed
here is applicable to many other tasks.
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